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ABSTRACT

Artificial intelligence has been promoted as a way to give every learner the benefits of a personal tutor.
This review examines the evidence behind that promise across three generations of technology: intelligent
tutoring systems, which model students' knowledge and guide them step by step through problems; learning
analytics, which use data from digital learning environments to predict and support student success; and
generative Al, whose conversational abilities have revived interest in automated tutoring. We organise the
review around six questions that educators, researchers and policymakers commonly ask. The evidence
suggests that well-designed intelligent tutoring systems produce meaningful learning gains, approaching
those of human tutors in some comparisons, though effects on standardised tests are smaller. Learning
analytics can identify students at risk but improve outcomes only when predictions lead to effective action.
Early experimental evidence on generative Al shows that unrestricted access can raise performance during
practice while harming learning, whereas tutors designed to guide rather than give answers can avoid this
harm. We discuss equity, privacy and the role of teachers, and conclude that the value of Al in education
depends less on technical capability than on pedagogical design.

Keywords: Intelligent Tutoring Systems; Learning Analytics; Educational Data Mining; Generative Al;
Large Language Models; Effect Sizes; Educational Equity

INTRODUCTION
WHY ASK WHETHER MACHINES CAN TEACH?

In 1984 Benjamin Bloom reported that students tutored one-to-one performed about two standard deviations
better than students taught in conventional classes, so that the average tutored student outperformed 98
percent of the comparison group [1]. He called the challenge of achieving such results with group
instruction "the 2 sigma problem". Because one-to-one human tutoring is too expensive to provide to every
student, the finding has inspired four decades of efforts to automate tutoring with computers.

Those efforts have passed through several stages. Intelligent tutoring systems (ITS), developed from the
1980s onward, model the knowledge a student is expected to acquire and give feedback on each step of a
problem [2, 3]. In the 2010s, the growth of online learning produced large datasets of student activity and
two related research fields, educational data mining and learning analytics, which aimed to use those data
to understand and improve learning [4, 5]. Since late 2022, large language models have made fluent
conversation with a machine widely available, renewing claims that Al tutors could transform education

[6].
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This review asks what the evidence says about each of these developments. Rather than surveying the field
by technology, we organise it around questions that teachers, school leaders, researchers and policymakers
ask. Each section ends with a short summary of key takeaways. We draw mainly on meta-analyses,
randomised experiments and systematic reviews, and we report effect sizes where available, with the
caution that effect sizes in education depend heavily on study design, outcome measures and populations

[7].

How to read effect sizes in this review. Most studies report a standardised mean difference (Cohen's d or
Hedges' g): the difference in average outcomes between groups divided by the standard deviation. An effect
of 0.2 is often called small and 0.8 large, but these labels are misleading in education, where effects
measured on broad standardised tests are typically much smaller than effects on tests designed by
researchers to match what was taught [7]. When comparing results across studies, check what the
comparison group received and how learning was measured.

WHAT DOES THIS REVIEW COVER?

We define Al in education broadly to include any system that uses computational models of learners,
content or instruction to adapt teaching or to inform educational decisions. This includes intelligent tutoring
systems, adaptive learning software, predictive learning analytics, automated assessment and feedback, and
tools built on large language models. We exclude general-purpose technology, such as devices and
connectivity, except where evidence on it helps interpret the effects of Al [8].

In selecting evidence we gave priority to meta-analyses and systematic reviews, which summarise many
studies, and to randomised experiments, which provide the most credible estimates of causal effects. Where
such evidence was lacking, as for many uses of generative Al, we draw on the strongest studies available
and note their limitations. We concentrate on outcomes for learning, measured by tests and assessments,
and give less attention to outcomes such as engagement, satisfaction or time on task, which are often
reported but are imperfect indicators of learning [9]. Most of the evidence comes from mathematics and
science in schools and universities in high-income countries; we note where findings come from other
subjects and settings.

The review is structured as a sequence of questions. We begin with the history of educational technology
and with Bloom's two-sigma benchmark, then examine evidence on intelligent tutoring, student modelling,
learning analytics, automated feedback and generative Al. We then turn to equity and ethics, to the role of
teachers and to methodological problems in the evidence base, before offering recommendations and a
summary answer to the question in our title.

WHAT DID EARLIER GENERATIONS OF EDUCATIONAL TECHNOLOGY TEACH
us?

Claims that machines will transform teaching are not new. In the 1950s B. F. Skinner proposed "teaching
machines" that would present material in small steps, require an active response at each step and give
immediate feedback, allowing each student to proceed at their own pace [10]. Many of these principles,
including active responding, immediate feedback and self-pacing, reappear in modern intelligent tutors.
Successive waves of technology since then, from film and television to personal computers and the internet,
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have each been accompanied by predictions of revolution that were not fulfilled. A study of computers in
American schools around 2000 found that despite heavy investment, most teachers used them rarely and in
ways that left their teaching largely unchanged, a pattern described as "oversold and underused™ [11].

Massive open online courses offered a more recent lesson. Launched with the promise of providing high-
quality education to anyone with an internet connection, they attracted millions of learners, but completion
rates remained low and the learners who benefited most were disproportionately those who already held
degrees and lived in wealthy countries [12]. Reich's broader analysis of educational technology argued that
new tools tend to be absorbed into existing practices rather than transforming them, and that technologies
requiring self-directed learning often benefit already-advantaged learners most [13].

These histories do not show that technology cannot improve learning; the evidence on intelligent tutoring
reviewed below shows that it can. They show that the effects of technology depend on how it is integrated
into teaching, on who has the skills and support to use it, and on whether it embodies sound principles of
learning. Advocates of Al in education have often underplayed these conditions, emphasising technical
capabilities over pedagogical and institutional ones [14, 15]. The rest of this review should be read with
these lessons in mind.

Key takeaways.

» Core tutoring principles, active response, immediate feedback and self-pacing, are decades old.
» Past technologies were often oversold and absorbed into existing practice.

» Self-directed technologies have tended to benefit already-advantaged learners.

DID THE 2 SIGMA PROMISE HOLD UP?

Bloom's two-sigma result has been influential, but later research suggests that it overstated the typical effect
of human tutoring. In a widely cited review, VanLehn compared human tutoring, intelligent tutoring
systems and other computer-based tutoring with no tutoring. He found that human tutoring raised outcomes
by an average of about 0.79 standard deviations, far less than two sigma. More strikingly, step-based
intelligent tutoring systems, which give feedback on each step of a solution, achieved an average effect of
0.76, nearly as large as human tutors. Systems that only check final answers achieved 0.31, and systems
that operate at an even finer "substep” level achieved 0.40 (Figure 1) [16].

Tutoring effect sizes by granularity of interaction
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Figure 1: Average effect sizes of tutoring compared with no tutoring, by granularity of interaction,
with Bloom's two-sigma claim shown for reference. Data sources: [16]; [1].

VanLehn's explanation for these findings was the "interaction granularity hypothesis": tutoring is effective
largely because it gives students feedback and guidance at the level of individual reasoning steps. Moving
from answer-level to step-level feedback brought large gains, but going finer still did not bring further
improvement [16]. This suggests that the active ingredient in tutoring is not human presence as such, but
timely, specific feedback on students' reasoning, which machines can provide.

The two-sigma figure likely reflected features of Bloom's studies, including mastery-learning procedures,
the outcome measures used and the comparison conditions, rather than the typical effect of tutoring.
Mastery learning, in which students must demonstrate mastery of each unit before moving on and receive
corrective instruction when they do not, has positive effects of its own in meta-analyses [17], so the
comparison in Bloom's studies combined two powerful interventions. This matters because it sets realistic
expectations. A technology that matched average human tutoring would be a substantial achievement;
expecting it to produce two-sigma gains sets a benchmark that human tutors themselves rarely meet.

Key takeaways.

» Human tutoring has a large but not two-sigma effect: about 0.79 SD in one prominent synthesis.
» Step-based intelligent tutors came close to human tutors in that synthesis.

» Feedback on individual reasoning steps appears to be the key ingredient.

HOW EFFECTIVE ARE INTELLIGENT TUTORING SYSTEMS?

What the meta-analyses show

Several meta-analyses have assessed ITS more broadly. Ma et al. synthesised 107 effect sizes and found
that ITS produced higher achievement than every comparison condition they examined. The average
advantage was 0.42 standard deviations over teacher-led, large-group instruction, 0.57 over non-ITS
computer-based instruction and 0.35 over textbooks or workbooks [18]. Kulik and Fletcher reviewed 50
controlled evaluations and found a median effect of 0.66, but with a crucial qualification: effects were much
smaller on standardised tests (0.13) than on tests developed locally by researchers (Figure 2) [19].

Intelligent tutoring systems in meta-analyses
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Figure 2: Effect sizes for intelligent tutoring systems reported in two meta-analyses. Data sources:
[18]; [19].

Two further meta-analyses by Steenbergen-Hu and Cooper focused on particular populations. In K-12
mathematics, they found that ITS had small effects overall, and smaller effects in more recent and larger
studies [20]. Among college students, the effects were moderate and positive, and ITS outperformed most
other forms of instruction except individual human tutoring [21]. Table 1 summarises these syntheses.

Table 1: Meta-analyses and reviews of intelligent tutoring systems.

Synthesis Scope Main finding Important qualification

Human, intelligent Step-based ITS (0.76) nearly as

VanLehn and other tutoring . . Effects depend on
A effective as human tutoring .
(2011) compared with no (0.79) granularity of feedback
tutoring '
107 effect sizes !TS outperform teacher-led '
Ma et al. instruction (0.42), other Heterogeneity across
across levels and . . . .
(2014) subiects computer instruction (0.57), settings and designs
J textbooks (0.35)
Steenbergen- )
. . maller eff n larger an
Hu & Cooper | K-12 mathematics | Small positive effects overall Smaller effects I. arger and
more recent studies
(2013)
Steenbergen-
. N h -to-
Hu & Cooper | College students Moderate positive effects ot better t _an one-to-one
human tutoring
(2014)
Kulik &
Il . ly 0.1 i
Fletcher S\?aTSZ:irgnSEd Median effect 0.66 ggtsy 0.13 on standardised
(2016)

Note. Sources: [16], [18], [20], [21], [19].

Evidence at scale

Meta-analyses mostly summarise studies conducted by researchers, often with the developers of the system
involved. Large-scale field trials give a more demanding test. The Cognitive Tutor Algebra I curriculum,
which grew out of the research programme described by Koedinger and colleagues [2], was evaluated in a
randomised trial across many schools in several US states. In the first year of implementation, the
curriculum had no significant effect on high-school students' algebra scores; in the second year, a positive
effect emerged [22]. The pattern suggests that schools and teachers need time to learn how to use such
systems effectively.

Evidence from developing countries is also encouraging. A randomised evaluation of Mindspark, a
computer-based adaptive learning program used in after-school centres in Delhi, found large gains in
mathematics and Hindi over a few months, with particularly large benefits for students who were furthest
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behind grade level [23]. A review of experimental research on education technology concluded that
computer-assisted learning software, especially software that adapts to the student's level, is among the
most consistently effective uses of technology in education, while simply providing hardware such as
computers or tablets generally does not improve learning [8].

Other large evaluations point in the same direction. ASSISTments, a free online platform that gives students
immediate feedback on mathematics homework and gives teachers reports on common errors, was
evaluated in a randomised trial in schools in Maine. Students in schools using the platform scored higher
on an end-of-year mathematics test, with the largest benefits for students with lower prior achievement [24].
The intervention is notable for its simplicity: it did not attempt sophisticated student modelling, but
combined immediate feedback for students with actionable information for teachers.

Intelligent tutors have also moved beyond mathematics. AutoTutor, for example, holds conversations in
natural language with students about topics in physics and computer literacy, asking questions, giving hints
and correcting misconceptions in a manner modelled on human tutors [25]. Dialogue-based systems of this
kind anticipated many features of today's language-model tutors, and the research on them is a useful guide
to what such tutors must do to support learning.

Key takeaways.

* ITS produce meaningful gains over most alternatives in controlled studies.
» Effects on broad standardised tests are much smaller than on researcher-designed tests.
 Implementation matters: gains at scale may take time to emerge.

« Adaptive software helps; hardware alone does not.

HOW DO THESE SYSTEMS MODEL WHAT STUDENTS KNOW?

An intelligent tutor must estimate what a student knows in order to decide what to do next. The most
influential approach, Bayesian knowledge tracing, models each skill as either learned or not learned and
updates the probability that a student has learned it after each correct or incorrect response, taking account
of the chances of guessing correctly or slipping [3]. These estimates allow a tutor to give students more
practice on skills they have not mastered and to move on when mastery is likely.

Machine learning has extended this approach. Deep knowledge tracing uses recurrent neural networks to
model sequences of student responses without specifying the skill structure in advance, and the original
study reported improved prediction of student performance [26]. Educational data mining more broadly has
developed methods for predicting performance, detecting disengagement, discovering the structure of
knowledge in a domain and modelling students' affective states [5]. Table 2 summarises the main
approaches.
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Table 2: Approaches to modelling student knowledge and behaviour.

Approach How it works What it enables Limitation
Bayesian N . . .
knowledae Probabilistic model of mastery per | Mastery-based practice; | Requires a predefined
tracing g skill, updated after each response | interpretable estimates | skill map
Deep . .
Recurrent neural network over Better prediction Less interpretable;
knowledge . . :
. response sequences without skill labels gains debated
tracing
_ Classification models predicting . Prediction does not
Predictive L Early warning of .
. course outcomes from activity . ensure effective
analytics students at risk . .
data intervention
Behaviour . . . -
and affect Models of engagement, gaming Responsive tutoring Validity across contexts
. the system, confusion and teacher alerts uncertain
detection
Language- . Open-ended Errors; may give
guag Large language models generating P L g
model . . conversation in many answers rather than
. dialogue and hints : .
tutoring subjects support learning

Note. Sources: [3], [26], [5], [27], [6].

Better prediction is not the same as better teaching. A model that predicts accurately whether a student will
answer correctly is useful only if the tutor uses that prediction to choose instruction that helps the student
learn. Much research on student modelling reports predictive accuracy; much less tests whether improved
models lead to improved learning. This gap between prediction and pedagogy recurs throughout the field.

Key takeaways.

» Knowledge tracing lets tutors decide when a student has mastered a skill.

* Machine learning improves predictions, but improved prediction must be tested against improved
learning.

DOES LEARNING ANALYTICS IMPROVE STUDENT SUCCESS?

From data to action

Learning analytics is commonly defined as the measurement, collection, analysis and reporting of data
about learners and their contexts, for the purpose of understanding and improving learning and the
environments in which it occurs [4, 28]. The field grew with the spread of learning management systems
and online courses, which record detailed traces of student activity. Its central idea is captured by the
learning analytics cycle: learners generate data, data are turned into metrics and predictions, and these
inform interventions that change what learners do (Figure 3) [29].
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The learning analytics cycle

Learners
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Figure 3: The learning analytics cycle. Source: authors' design, adapted from the description in
[29].

The cycle emphasises that analytics creates value only when the loop is closed: when data lead to action
that improves learning [29]. A dashboard that no one consults, or a prediction that triggers no support,
changes nothing. Researchers have also warned against analytics that measure what is easy to record, such
as clicks and logins, rather than what matters for learning, and have argued that the field must stay grounded
in learning theory [9].

Early-warning systems

The best-known early application was Course Signals at Purdue University, which combined grades,
demographic characteristics, academic history and activity in the learning management system to classify
students into risk categories displayed as traffic-light signals. Instructors could then send messages and
refer students to support. Purdue reported higher grades and retention among students in courses using the
system [27]. The retention findings were later criticised on methodological grounds, because students who
took more courses using Signals were also more likely to stay enrolled for reasons unrelated to the system.
The case illustrates both the appeal of early-warning analytics and the need for rigorous evaluation.

A systematic review of Al applications in higher education found that most studies focused on profiling
and prediction, intelligent tutoring, assessment and adaptive systems, and noted a striking lack of critical
reflection on pedagogical and ethical issues and of involvement by educators in the research [15]. The
review's subtitle, asking "where are the educators?", captured a concern that recurs across the field:
technologies designed without teachers may predict outcomes well but fit poorly into teaching practice.

Key takeaways.
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* Learning analytics can identify students who are likely to struggle.
» Benefits depend on effective action following prediction (“closing the loop™).

* Rigorous causal evaluations of analytics interventions remain scarce.

WHAT HAPPENS WHEN STUDENTS USE GENERATIVE Al?

New capabilities, new risks

Large language models can explain concepts, generate practice problems, give feedback on writing and
hold extended conversations on almost any topic. A review of their educational potential highlighted
opportunities such as personalised explanations, support for teachers and assistance for students with
disabilities, alongside risks including factual errors, bias, over-reliance and academic dishonesty [6].
UNESCO guidance has urged governments to regulate the use of generative Al in education, including
setting age limits for independent use and protecting data privacy, and to build teachers' capacity to use it
well [30].

Experimental evidence: practice is not learning

The most informative evidence so far comes from a randomised experiment with about 1,000 high-school
students in Turkey [31]. Students in mathematics classes were assigned to practise with no Al support, with
a chatbot based on GPT-4 that resembled a standard chat interface ("GPT Base"), or with a version designed
with teachers' input to give hints and guidance rather than full answers ("GPT Tutor"). During practice,
both Al versions improved performance substantially: by 48 percent for GPT Base and 127 percent for GPT
Tutor relative to the control group. On a subsequent exam taken without Al access, however, students who
had practised with GPT Base performed 17 percent worse than the control group, while those who had used
GPT Tutor performed about the same as the control group (Figure 4) [31].

Generative Al in high-school mathematics: practice vs. learning
150
V127% s GPT Basa (untestricted chatbot)
 GPT Tutar (hirds, safeguards|

100

¥ +anN
5

no signeficant
diference

—2% 7%

Proctice sessons Subsequent exam
1A} availoble) |4l not avatlabie)

Figure 4: Effects of two versions of a GPT-4-based assistant on performance during practice and on
a later exam without Al access, relative to a control group. Data source: [31].

The authors attributed the harm from GPT Base to students using the chatbot as a crutch, asking for answers
rather than working through problems. This finding is consistent with long-standing research on learning.
Learning requires active cognitive engagement; the ICAP framework distinguishes passive, active,
constructive and interactive modes of engagement and finds that deeper modes produce more learning [32].
Research on "desirable difficulties” shows that conditions that make practice harder, such as retrieving
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information rather than rereading it, often produce better long-term retention even though they reduce
performance during practice [33]. An Al that removes difficulty by supplying answers can raise immediate
performance while undermining the effort that produces learning.

The GPT Tutor result is equally important. When the Al was designed to support rather than replace
students' thinking, the harm disappeared, although the experiment did not show a gain on the exam either
[31]. This suggests that the pedagogical design of Al tools, including what they will and will not do for
students, is as important as the capability of the underlying model.

Table 3: Contrasting designs for Al in learning, with likely effects.

Answer-giving

Design feature e Learning-oriented design Supporting evidence
R Provides full ives hi ks guidi .

esponse to a row_des u lees_ int or asks guiding Bastani et al. (2025)
request for help solution guestion
Feedback Checks final answer Responds to each reasoning VanLehn (2011)
granularity step

Passive reading of Constructive or interactive

Student engagement Chi & Wylie (2014)

answers work
Difficul rin R far . .
I |(_:u ty during edgced asftaras Kept at a productive level Bjork (1994)
practice possible
Bastani et al. (2025);
Teacher role Bypassed Designs prompts, monitors use | Zawacki-Richter et al.

(2019)

Note. Sources: [31], [16], [32], [33], [15].

Key takeaways.
* Generative Al can raise performance during practice without improving, and sometimes while
harming, learning.
* Al tutors that guide rather than answer can avoid this harm.

* Long-standing principles of learning science should shape the design of Al tools.

CAN Al GIVE USEFUL FEEDBACK ON WRITING AND OPEN-ENDED WORK?

Feedback is among the most powerful influences on learning, but its effects vary widely. A review of
feedback research concluded that feedback is most effective when it tells learners where they are going,
how they are progressing and what to do next, and when it focuses on the task and the processes used to
complete it rather than on the person [34]. A later meta-analysis confirmed that feedback has a substantial
average effect on learning, with larger effects for information-rich feedback than for simple praise, rewards
or punishment [35]. These findings imply that the value of Al feedback depends on its content, not merely
on its speed.
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Automated assessment of writing has a long history. In the 1960s Ellis Page predicted that computers would
soon grade essays, and built a system that scored essays from surface features of the text [36]. Automated
essay evaluation systems developed since then are used in large-scale testing and in writing instruction, and
research has examined how closely their scores agree with those of human raters and how students use the
feedback they provide [37]. A persistent criticism is that such systems reward features that are easy to
measure, such as length and vocabulary, rather than the quality of argument, and that students can learn to
write for the algorithm.

Large language models change the nature of automated feedback. They can comment on argument,
organisation and evidence in natural language and respond to follow-up questions, which earlier systems
could not do [6]. They also raise new concerns: their comments may be inaccurate or generic, they may
rewrite students' work rather than help students improve it, and their judgements may differ across groups
of writers in ways that reproduce bias [38]. The principles from feedback research offer a guide to design.
Al feedback is most likely to help when it identifies specific next steps, asks students to revise their own
work, and is combined with teacher judgement about what matters in a given task [34].

Key takeaways.

* Feedback helps most when it is specific, task-focused and points to next steps.
» Automated essay scoring has long been criticised for rewarding surface features.

* Language-model feedback is richer but must be designed to support revision, not replacement.

WHO BENEFITS, AND WHO MIGHT BE HARMED?

Equity

Al in education is often promoted as a way to reduce inequality by giving disadvantaged students access to
personalised support. Some evidence supports this hope: adaptive software produced especially large gains
for students who were furthest behind in Delhi [23]. But the benefits of technology depend on access to
devices and connectivity, on students' self-regulation skills and on support from teachers and families, all
of which are unequally distributed. Without deliberate design, technology can widen gaps by benefiting
most those who are already advantaged.

Algorithmic bias

Predictive models in education can perform differently across groups. A review of algorithmic bias in
education documented evidence of differences in predictive accuracy by race, ethnicity, gender, nationality
and other characteristics across applications including dropout prediction, automated essay scoring and
knowledge tracing [38]. Such disparities can arise from unrepresentative training data, from outcome
measures that reflect existing inequalities, or from features that act as proxies for group membership.
Researchers have argued that fairness in educational algorithms must be assessed against the specific
decisions they inform, such as admissions, placement or support, and that different fairness criteria may
conflict [39].
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Privacy and student agency

Learning analytics depends on collecting detailed data about students, often without their active consent.
Ethical analyses have highlighted questions about the ownership of data, the transparency of analytics to
students, the risk that predictions become self-fulfilling labels, and the power imbalance between
institutions and learners [40]. These authors argued that students should be treated as collaborators in
analytics rather than merely as its subjects, with the ability to understand, and in some cases contest, how
their data are used.

Table 4: Ethical issues in Al and learning analytics, with recommended safeguards.

Issue Example concern Recommended safeguard
Students without devices or Provide access; evaluate effects by
Unequal access . .
connectivity cannot benefit subgroup
T At-risk models less accurate for some .
Predictive bias Audit accuracy and error rates by group
groups
Labelling Students treated differently once Use predictions to offer support, not to
effects labelled at risk restrict opportunity

Data minimisation; clear policies; student

Pri Extensive tracking of nt activi .
ivacy xtensive tracking of student activity consent where feasible

ver-relian o Learning-oriented Al design; hing Al
Over-refiance Students outsource thinking to chatbots _ea g-oriented Al design; teaching
on Al literacy

Teacher Al substitutes for rather than supports
displacement teachers

Note. Sources: [38], [39], [40], [31], [15], [30].

Involve teachers in design and deployment

Key takeaways.

* Al can narrow or widen educational gaps depending on access and design.
* Predictive models should be audited for differences in accuracy across groups.

« Students should understand and have a voice in how their data are used.

HOW DOES Al CHANGE THE WORK OF TEACHERS?

Discussions of Al in education often focus on students, but teachers determine whether and how technology
is used in classrooms. Research on intelligent tutors increasingly treats teachers as partners rather than as
obstacles. In one line of work, researchers designed tools that give teachers real-time information about
students working with an intelligent tutor, such as which students are idle, struggling or misusing hints. In
a classroom experiment, a mixed-reality tool that displayed this information to teachers through smart
glasses led to greater learning gains, particularly for students who began with lower prior knowledge,
because teachers directed their attention to the students who needed it most [41].
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This research suggests a model of "teacher—Al complementarity", in which the Al handles tasks it does
well, such as giving step-level feedback to many students at once, while teachers handle tasks that require
judgement, motivation and relationships. The learning analytics cycle similarly depends on teachers to turn
information into action [29]. Systematic reviews have nonetheless found that teachers are rarely involved
in the design or evaluation of Al tools [15], and guidance from international organisations has emphasised
the need to build teachers' capacity to use Al critically [30].

Generative Al also offers teachers direct support, for example in preparing materials, generating practice
questions or drafting feedback [6]. These uses could free time for teaching, but they raise questions about
accuracy, about the quality of Al-generated materials and about the deskilling of teaching if professional
judgement is routinely delegated to machines. Research on these uses is at an early stage.

Key takeaways.

» Teachers are central to whether Al tools improve learning.
* Tools that inform teachers about students' progress can improve learning.

* Teachers are seldom involved in designing Al systems, which limits their fit with practice.

WHY IS THE EVIDENCE SO HARD TO INTERPRET?

Readers of the research on Al in education face several methodological problems that affect how results
should be interpreted. The first concerns outcome measures. As the comparison between researcher-
designed and standardised tests shows, effects measured on tests closely aligned with what a system teaches
are often several times larger than effects on broad measures of achievement [19]. An analysis of hundreds
of education studies found that effect sizes were systematically larger in small studies, in studies that used
researcher-made measures and in quasi-experimental rather than randomised designs [42-62]. These
features are common in evaluations of educational technology.

The second problem is duration and novelty. Many evaluations last only weeks, and short-term gains may
reflect novelty or increased time on task rather than durable learning. The large-scale Cognitive Tutor trial
showed that effects can change over the years of implementation [22], and the generative Al experiment
showed that performance during practice can diverge sharply from later learning [31]. Evaluations should
therefore measure learning after support is removed and over longer periods.

The third problem concerns the comparison condition. An Al tool compared with no instruction will appear
more effective than the same tool compared with good teaching or with another well-designed intervention.
Meta-analyses that separate comparison conditions, as Ma et al. did, give a more informative picture [18].
The fourth problem is publication and developer involvement: studies conducted by developers, and studies
with positive results, may be more likely to be published. Independent evaluations, pre-registration and
reporting of null results would strengthen the field [7, 42].

Key takeaways.

* Look for standardised outcomes, randomised designs and large samples.

* Measure learning after Al support is removed and over longer periods.
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* Check what the comparison group received.

WHAT SHOULD TEACHERS, RESEARCHERS AND POLICYMAKERS DO?

For teachers and schools

The evidence suggests that teachers should treat Al tools as instruments whose value depends on how they
are used. Tools that give step-level feedback and require students to do the thinking are more likely to
support learning than tools that supply answers [16, 31]. Teachers can shape the use of Al by setting
expectations, designing tasks that require students to explain their reasoning, and teaching students how to
use Al as a learning aid rather than a shortcut. Implementation takes time, and early results may understate
long-run effects [22].

For researchers

Research priorities include more randomised evaluations of Al tools in real classrooms, measurement of
learning on outcomes that matter beyond the immediate task, and studies of long-term effects. Researchers
should report results on standardised measures as well as on researcher-designed tests, since the difference
can be large [7, 19]. They should also involve teachers in design and evaluation, as the systematic review
of Al in higher education urged [15], and report effects separately for different groups of students.

For policymakers

Policymakers face pressure to adopt Al quickly. The evidence argues for a measured approach: investing
in tools with demonstrated effects, requiring evidence of learning gains rather than of engagement or
performance during use, protecting student data, and supporting teachers' professional development [8, 30].
Procurement processes can require vendors to provide evidence from rigorous evaluations and to make their
systems auditable for bias.

Table 5: Summary of evidence by review question.

Strength

Question of Summary answer
evidence

Did the 2 sigma promise Human tutoring effects are large but well below two sigma;
Moderate

hold up? step-based ITS come close

Meaningful gains in controlled studies; smaller on standardised

How effective are ITS? | Strong tests and at scale

How do systems model Knowledge tracing works; better prediction must translate into

Moderate .
knowledge? better teaching
Does learning analytics Limited Identifies at-risk students; causal evidence for interventions is
improve success? scarce
What happens with i Unrestricted use can harm learning; guided designs can avoid
Emerging

generative Al? harm
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Strength

Question of Summary answer
evidence

Who benefits or is Effects vary by access and design; bias and privacy require
Moderate

harmed? safeguards

Note. Strength-of-evidence ratings are the authors' judgement based on the number and design of studies
reviewed.

CONCLUSION

TheMachines can provide some of a teacher's most valuable functions, especially timely, specific feedback
on students' reasoning, and, when they do, they can produce learning gains comparable to those of human
tutors in some settings [16, 18]. Adaptive software has improved learning at scale in very different contexts
[22, 23]. Learning analytics can help institutions identify students who need support [27].

But the evidence also shows that technology alone does not produce learning. Effects shrink on broad
measures and at scale [19, 20]; predictions help only when they lead to effective action [29]; and the most
powerful new tools can harm learning if they relieve students of the effort that learning requires [31]. The
common thread is that pedagogical design, grounded in what is known about how people learn, determines
whether Al helps or hinders [9, 32]. Bloom's question, how to give every student the benefit of a good tutor,
remains open. Al offers new ways to pursue it, but only if those who build and use it keep the focus on
learning rather than on what the technology can do.
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